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Abstract—Data-driven machine learning based approaches
have been playing increasingly important roles in 5G and
beyond (B5G) network management and optimisation. One of
the major challenges is that the existence of class imbalance
in networking datasets can greatly bias the classifier towards
a majority classification. This discrepancy can pose a serious
problem for Al-based models, which require large and diverse
amounts of data to learn patterns and generate classifications. The
generation of synthetic data is a process that has evolved over
time from the application of statistical models to a more machine
learning-centric approaches. In this research work we present
the development, implementation, evaluation and comparison of
four generative models for tabular data on a B5G network man-
agement dataset. These models have been previously optimised
according to certain evaluation metrics of the generated synthetic
data. The dataset presents a problem of imbalance between its
classes, which is improved by using generative models to enrich it
with synthetic data. The results show that machine learning based
generative models obtain more accurate data than traditional
statistical models, and are much faster in terms of conditional
data sampling.

Keywords—Generative Model, Synthetic Tabular Data, Network-
ing dataset, BSG Network, Network optimisation.

I. INTRODUCTION

Data imbalance is a challenge encountered in multiclass
classification machine learning (ML) problems when the distri-
bution of classes in a dataset is uneven. In other words, one or
more classes have significantly fewer instances compared with
others. As a result, models may struggle to adequately learn
patterns and features associated with the minority class, as they
tend to be biased towards the majority class. This imbalance
can present difficulties for ML models during training and
evaluation, reducing its performance. Data imbalance can
manifest in various domains, such as finance, medicine, or
cybersecurity [1]. In the particular context of 5G and beyond
(B5G) networks, this issue assumes particular significance
as it directly affects the efficacy of artificial intelligence
(AI) models deployed for tasks such as anomaly detection
[2], traffic classification [3] and network management and
optimisation [4]. B5G networks generate vast amounts of data
related to different parts of the network, with various types of
communication patterns and activities. In the specific case of
network control, the distribution of control policies and their
associated network rules and events can show a substantial
imbalance, with certain activities occurring more frequently
than others. This imbalance poses a challenge for ML models,
as they may disproportionately emphasise the majority class of
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network events, neglecting the importance of less common but
also critical activities [5]. Therefore, addressing data imbalance
in B5G network data is essential to enhance the reliability and
effectiveness of ML models tasked with ensuring the security
and optimal performance of these advanced communication
networks.

Three approaches exist for managing class imbalanced
data: altering the target cost function, employing sampling
techniques, and generating synthetic data. The most popular
option has consistently been to use oversampling and un-
dersampling techniques, such as SMOTE (Synthetic Minority
Oversampling Technique) and ADASYN (Adaptive Synthetic
Minority Oversampling). However, such traditional methods
can be computationally expensive for large datasets, oversam-
pling methods tend to duplicate existing information which
leads to overfitting problems and undersampling methods are
prone to information loss. Thus, in this research work synthetic
data methods are explored, as they generate completely new
data based on patterns, rather than duplicating existing data.

Traditionally in synthetic data generation, classical statis-
tical methods were used, such as Copulas [6]. These methods
consist of constructing a joint multivariate probability distribu-
tion for a given dataset, and subsequently sampling from this
distribution. More recently, deep learning (DL) methods are
increasing in popularity, where data generation is accomplished
by creating generative models using neural architectures,
such as variational auto-encoders (VAE) [7] or generative-
adversarial networks (GAN) [8]. While generative models have
existed for an extended period, it is only in recent years that
their application to tabular data generation has gained signif-
icant attention, particularly using GANs. Since then, several
generative tabular data models have been proposed such as
TGAN [9], CTGAN [10], CopulaGAN [11] and TableGAN
[12]. Focusing on networking datasets, numerous research
works have explored the viability of utilising architectures
derived from generative networks to obtain synthetic minority
instances, aiming to re-balance datasets for training purposes.
For instance, research studies focused on traffic classification
such as Vu et al. [13], implemented an Auxiliary Classifier
GAN (AC-GAN) for network traffic classification and combine
it to form a new training dataset for classification algorithms.
Another example is TrafficGAN, proposed by Liu et al. [14].
They developed a framework for HTTP traffic analysis and
generation. In addition, recent research in intrusion detection
systems (IDS) has seen a growing popularity in the applica-
tion of generative models. For example, Lin et al. presented



IDSGAN [15], an improved GAN model that aims to perform
different attacks by generating malicious traffic records.

In light of the emergence and recent growing popularity of
these new techniques, this paper has been motivated to eval-
uate different architectures of generative models using a real
networking dataset, the IW-IB-SGNET. Thus, in this research
work we implement, evaluate and compare four different
generative models: CTGAN, CopulaGAN, Gaussian Copula
and TVAE. To do so, a synthetic data generation framework
has been designed and implemented along with a hyper-
parameter tuning pipeline to obtain the optimal model results.
Our main contribution lies in the comparison of statistical
(Gaussian Copula) versus neural models (CTGAN, TVAE),
and a combination of both (CopulaGAN). All these models
are characterised by the fact that they are conditional, i.e.,
they allow generating conditional synthetic data to deal with
the data imbalance problem. The synthetic data generated is
then combined with the real data to form the new training
dataset for classification algorithms. It is worth mentioning
that the proposed framework is dataset agnostic, meaning that
it can be used with any desired dataset. The only requirement
is that the data must be tabular.

The rest of the paper is organised as follows: Section II
summarises the methodology, introducing the dataset used,
the generative models compared and the research design and
procedure. The implementation details are specified in Section
III. Experimental results are shown in Section IV. Finally,
Section V concludes the paper.

II. METHODOLOGY

This section presents the dataset that has been used for
the evaluation of the generative models. In addition, the four
models to be compared are introduced. Then, the research
design and the procedure for their evaluation are explained.

A. Dataset

We used our recently published dataset, IW-IB-5GNET to
test the four different generative models. Extracted from an
emulated B5G network, the IW-IB-5GNET dataset contains
infrastructure-wide and intent-based data from realistic 5G
network traffic. Such data was intended to be used for network
management and optimisation solutions in B5G networks.
Specifically, each row in the dataset records the state of the
network at a given point in time. This status is measured
at the network interface, located at the edge or at the core
of the B5G network. In addition, each row contains metrics
and information of the network control policies active at such
monitoring interfaces. The dataset consists of 35 features and
the target. These include 28 numerical features, 5 boolean
features and 3 categorical. Additional information about the
dataset can be found in [16].

With the aim of optimising network policies, the TW-IB-
SGNET dataset was labelled using the NetLabeller tool [4].
The target for each row specifies which data-plane technology
is most appropriate based on the specific needs of each use
case and the state of the network at a given point in time.
Thus, popular representative data-plane technologies including
OpenVSwitch (OVS), TC and IPTABLES were explored. Once
labelled, we encountered a clear problem: an imbalance in
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Fig. 1. Imbalanced dataset in terms of the number of instances for each
target class (OVS, TC and IPTABLES).

the quantities of each target class within our dataset. Fig. 1
visually represents this problem, where OVS constitutes almost
90% of the rows, while TC and IPTABLES only 6% and
4% respectively. To address the problem, we decided to use
synthetic data generation techniques to generate new data for
minority classes.

B. Generative Models

We refer to a generative model as a statistical or ML
model designed to generate new, synthetic data that resembles
a given dataset by capturing and representing the underlying
data distribution. There are various types of generative models,
depending on the design and fundamental philosophy. We can
make a significant distinction between traditional statistical
models and ML models. However, there are also generative
models that are constituted by a mixture of both. The definition
of the four different generative models used in this research
work is presented below:.

e  GaussianCopula. A copula is a multivariate distri-
bution that examines the dependence between many
variables. It allows the joining of multiple univariate
distributions to a single multivariate one [17]. To
create a correlation copula, two or more unknown
distributions are mapped to a well-known distribu-
tion. As a result, a joint probability distribution is
created while still maintaining the individual marginal
distributions. Copulas are based on the Sklar’s theo-
rem [18]. In particular, a GaussianCopula maps the
marginal distribution of each variable to the standard
normal distribution. Thus, it is possible to define a rich
correlation between variables when it is not possible
to directly define it. In this research work, a Gaussian
copula synthesizer has been implemented to generate
conditional tabular data. This probabilistic model uses
the definition of each type of data distribution to map
it to the Gaussian distribution.

e  CTGAN. GAN models consist of a system that, given
training data, generates synthetic data samples through
the adversarial interaction of two neural networks.
These networks are called Generator and Discrim-
inator [8]. GANs generate class instances that do
not represent random replicas of existing instances
without removing valuable information in existing
data instances. Thus, they overcome the limitations of
traditional techniques such as statistical data sampling
[1]. GANs are used in multiple domains, specifically
for tabular data, several implementations exist such as
CTGAN (conditional tabular GAN). CTGAN is a type
of GAN that generates conditional synthetic tabular



data to address several problems that other TGANs
present, such as dealing with mixed data types, non-
Gaussian distributions, multi-modal distributions and
highly imbalanced categorical columns. All these chal-
lenges addressed by the CTGAN make it adequate for
the problem presented in this paper.

e  CopulaGAN. The CopulaGAN model uses a mix of
statistical method based on copulas and GAN-based
method to train a model and generate synthetic data
[11]. As in the case of GaussianCopula, it uses the
definition of the distributions of each of the input
features to train the model and generate more accurate
data. In addition, it builds on the strengths of GAN
models for data sampling.

e TVAE. Variational AutoEncoders (VAE) are learning
models that mix neural networks with probability
distributions. Their main use is to build generative
models that are able to produce synthetic data that
follow the same patterns as the datasets they are fed
on. The use of VAE is very popular for images,
although there are also implementations for tabular
data. We investigate the use and behaviour of TVAE
(Tabular VAE) for this type of data.

C. Research Design

Fig. 2 shows the workflow of our synthetic data generation
framework. The presented framework is model-agnostic and
able to deploy the four generative models. The large grey
rectangle represents the complete framework, while the files
at the top represent its inputs/outputs. The process starts with
the imbalanced dataset to be enriched, see “"Real Data” in Fig.
2. The data then go through a validation check, which consists
of a test that determines whether the logic is valid for all
rows of the data. The Validity Check module employs two
different methods to verify the data: (i) it generates metadata
information of the real dataset to compile a description of
the input data and (ii) it confirms all rows meet a set of
pre-specified constraints. Metadata consist of an object that
describes the input data, including data types of each column,
primary keys, category specification and date-time format. This
will ensure that the synthetic data generated complies with
the real data format. Constraints ensure that every row in the
generated data follow certain rules, regardless of how much
data there are. For example, one constraint is that, for each
row, the packetSize column must be between 0 and 1500
(bytes) as this is the maximum value for the MTU. Another is
that, totalMatchedBytes column must be always greater
than totalMatchedPackets column. The workflow does
not continue until the validation check has finished. Con-
straints ensure that no incorrect data is generated. Next, the
Data Transformation module is responsible for carrying out
functions to modify the data before and after modelling. Such
functions include coding binary and categorical variables and
normalising data. Once transformed, the real dataset is ready
to be used for training the model. The selected generative
model, previously specified in the configuration file, will be
trained according to the configuration hyperparameters. As a
result of this process, a model capable of generating synthetic
data with similar characteristics as the real ones is obtained.

This workflow is identical for the four generative models under
study.
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Fig. 2. Proposed synthetic data generation framework and workflow descrip-
tion.

The workflow continues with the Conditional Sampling
module. This component is in charge of solving the imbalance
data problem. Therefore, data are generated according to a
specified target, so that more data will be generated from the
minority classes. Particularly, we specify in the configuration
file the desired number of rows where IPTABLES and TC are
the value of the target column. When the target is specified, the
models match the columns and create the remaining columns
based on the patterns that they learned. Thus, this module
ensures that the final dataset containing real data and synthetic
data are not biased. The generated data are subjected to
reverse transformations to obtain the format of the initial data.
Finally, such new data need to pass the validation test. The
validation check is the same done for the real data. Reject
sampling is executed for those rows that do not meet the
metadata and constraint requirements. This process means that
the sampling time can greatly lengthen the synthetic data
generation workflow.

D. Procedure: Evaluation Metrics

Evaluating the data quality is a complex process as there
is no single correct solution with which to compare results.
However, there are different evaluation metrics that can give
us an idea of the quality of our synthetic data compared to the
real data. Two different reports have been used to evaluate the
synthetic data generated, the Quality Report and the Diagnostic
Report, provided by the SDMetrics library [19]. We use the
Diagnostic Report to ensure that the synthetic data is usable.
This report runs some basic checks on the synthetic data to give
a general sense of the strengths and weakness of the synthetic
data model. It captures the data coverage, structure and syn-
thesis. The overall score should be close to 1.0 to confirm that
the model has generated adequate synthetic data. The Quality
Report assesses the synthetic data fidelity by examining how
accurately it captures the mathematical properties present in
real data. Utilising metrics specific to column types, the report



quantifies these properties and provides a summary of the
findings. It implements the Kolmogorov-Smirnov statistic [20]
for numerical and datetime columns and the Total Variation
Distance (TVD) for boolean and categorical ones. The score
varies between 0.0 (worst) and 1.0 (best), this last one obtained
when synthetic data distributions are exactly the same as the
real data ones.
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Fig. 3.

In order to obtain the optimal model results, a hyperparam-
eter tuning pipeline based on the evaluation metrics has been
designed and implemented. Fig. 3 shows the tuning process.
This process is based on trials, which are executions of an
objective function in order to find the trial which maximise
such function. First, the model is trained with a set of initial
random hyperparameters using the framework proposed in Fig.
2 (see 1 in Fig. 3). A synthetic dataset is obtained as a result of
this process (see 2 in Fig. 3). Both real and synthetic datasets
are subjected to the data evaluation procedure, which consists
of generating the diagnostic and quality reports (see 3). The
reports’ scores are used to generate the optimisation metric of
the objective function, which involves computing the averages
of each report (see Algorithm 1 for details). Results of the
current trial are then stored in a log file (see 4). Finally, the
optimisation metric is taken into account for generating a new
set of hyperparameters (see 5). The optimisation process ends
when the number of trials specified in the configuration file
is reached. Then, the trial parameters which achieves the best
optimisation metric is chosen.

Algorithm 1 Objective function definition.

def objective:

quality_score = AV G(col_shapes_score, col_pair_trends)
diagnostic_score = AV G(coverage, boundary, synthesis)
opt_metric = AV G(quality_score,diagnostic_score)
return opt_metric

III. IMPLEMENTATION

The complete synthetic data generation framework has
been designed and prototyped. In terms of software spec-
ifications, the whole framework has been implemented in

Python3.8. The generative models and their evaluation reports
have been implemented using the Synthetic Data Vault (SDV)
Python library [21], version 1.5.0. Optuna was the framework
used for hyperparameter optimisation. Plotly library was used
for data visualisation. The experiments were carried out in
a physical machine with the following specifications: Dell
Precision T5810 with an Intel Xeon CPU E5-2630 v4 CPU,
10 cores with hyper-threading, 32794 MB of RAM, 512 GB
SSD hard disk and a NVIDIA Quadro m4000. The operative
system is Ubuntu release 20.04.4 LTS.

IV. EXPERIMENTAL RESULTS

In order to facilitate training and data sampling with the
three generative models, 10% of the IW-IB-5GNET dataset
has been used for the experimental and comparative results.
This dataset excerpt keeps the same imbalanced characteristics.
Thus, the real data consist of 5540 instances, of which 5000
corresponds to OVS target, 360 to TC and 180 to IPTABLES.
The model has been configured to generate 2000 unconditioned
rows, 4500 rows targeted by TC and 4700 rows of IPTABLES
during the conditional sampling step (see Fig 2). This way,
a balanced dataset composed of real and synthetic data is
obtained.

This section exposes an empirical comparative analysis
of the models: CTGAN, CopulaGAN, GaussianCopula and
TVAE. Such comparative analysis is the result of the procedure
explained in Sec. II, for each of the generative models.

A. Hyperparameter tuning and training results

Table I shows the hyperparameters selected of each model
after the tuning process. Note that these parameters correspond
only to the ML-based models. The hyperparameters taken into
account for the model optimisation are: number of epochs,
batch size, discriminator’s learning rate, generator’s learning
rate (for GAN models) and the regularisation term (I12scale)
for TVAE. Batch size indicates the number of training samples
used in one iteration, epochs corresponds to one full cycle
through the training dataset and learning rates indicate how
much the weights of the model are updated. It is noteworthy
that in the case of GaussianCopula, only the specification of
the distribution of each of the numerical variables is required,
and no tuning is necessary.

TABLE 1. FINAL HYPERPARAMETERS FOR EACH MODEL.
Epochs  Batch Size LR D LR G  L2scale
CTGAN 10 150  1.9E-04  3.6E-05
CopulaGAN 300 50 1.5E-04 5.3E-05 -
TVAE 300 150 - - 1.0E-05

In terms of execution time, Table II shows the time it takes
for each model to be fitted and to sample the synthetic data.
Note that these values correspond to each of the models tuned
with the hyperparameters listed in Table I. The times are shown
in seconds (s) and the total is also found in minutes (min) to
make it easier to comprehend. It can be seen with this last
column that the fastest model in overall is the CTGAN taking
just 2 and a half minutes to obtained the synthetic conditional
data. Specifying the data distribution of each column slows
down the sampling process, as observed in the results of the
sampling column of CopulaGAN and GaussianCopula. TVAE



is in between the rest of the models in terms of fitting and
sampling. Finally, fitting time of GaussianCopula is minimal
as it is not a ML-based algorithm. Nevertheless, the bottleneck
of this model is in the sampling process, increasing the total
time to almost 16 hours (948 minutes).

TABLE II. TOTAL EXECUTION TIME FOR EACH MODEL.
Fitting (s) Sampling (s) Total (s) Total (min)
CTGAN 47.46 94.83 142.29 2.4
CopulaGAN 1595.61 355.56 1951.17 325
GaussCopula 6.52 56870.57 56877.09 948
TVAE 321.88 152.25 474.13 7.9

B. Generative models performance

Table III lists the evaluation scores of the synthetic data
generated with each model. ‘Column Shapes’ and ‘Column
Pair Trends’ are from the Quality Report while ‘Coverage’
metric is from the Diagnostic Report. ‘Boundary’ and ‘Syn-
thesis’ results have been omitted as they are all equal to
1.0, proving that generated data have successfully passed
the validity check. ‘Total’ column represents the final score
obtained with Algorithm 1. Overall, CopulaGAN is the best
performing model. Its highest total score indicates that it is the
model that best fit the shape and correlations of the real data.
As for the diagnostic report (coverage column), it is observed
that the best model is GaussianCopula. This is because the
data distributions were indicated prior to model training and
with such information, it is able not only to cover the range
of the original data to a greater extent but also to reproduce
the correlations between the data better. Finally, TVAE and
GaussianCopula are the models that score worst in the quality
report compared to CTGAN and CopulaGAN. This indicates
that models based on GANs are best suited to fit the data
distributions.

TABLE III. EVALUATION METRIC SCORES FOR EACH MODEL.
Column Shapes  Column Trends  Coverage Total
CTGAN 0.732 0.760 0.882 | 0.8531
CopulaGAN 0.817 0.806 0.893 | 0.8880
GaussCopula 0.593 0.775 0.931 0.8304
TVAE 0.693 0.778 0.869 | 0.8457

Results of Table III can be visually demonstrated by
plotting histograms and correlation matrices. Figures 4, 5 and
6 correspond to the KDE (kernel density estimate) distribution
plot of three different numerical features of the dataset, to
summarise model performances. The x-axis shows the range
of values for each feature being plotted, while the y-axis repre-
sents the density of occurrence of the feature at different points
along the x-axis. In the figures, the real data distribution is the
only one that is filled in. The synthetic data distributions are
represented as continuous lines of different colours. The more
closely the continuous lines resemble the filled pink curve, the
better the distribution of synthetic data. As we can see, each
figure has a very different distribution. This will make each
model a better fit to one column or another. For example, Fig.
4 represents numerical distributions of the totalpktCount
column for each model. It is observed that the only model
that is not quite similar is CTGAN (purple), while the rest
of the models fit very well to the variation of the real data.
Figure 5 shows that all models fit the distribution of the
packetSize column fairly well, with the exception of the

GaussianCopula (blue). Finally, in Fig. 6 all models generate
reasonable approximations of the totalMatchedPackets
column, even though CTGAN and GaussianCopula tend to
generalise a little more.
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Fig. 4. KDE distribution of real vs. synthetic data for column totalpktCount.
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Fig. 5. KDE distribution of real vs. synthetic data for column packetSize.
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Fig. 6. KDE distribution of real vs. synthetic data for totalMatchedPackets.

Fig. 7 illustrates the correlation matrix of real data and
synthetic data using the four different models. The method
employed for the matrix generation involved computing Pear-
son correlation coefficients (PCC) for the numerical features,
which quantifies the linear correlation between two sets of data.
The correlation coefficient ranges from -1 to 1, quantifying the
degree to which two variables are related. Concretely, each
row and column in the matrix represent a different numerical
feature, and the intersection of a row and column contains
the correlation coefficient between those two features. Fig.
7 also provides rich information about the data relationships
and how well the generative models capture and are able to
reproduce such relationships. In general, all models exhibit
the ability to effectively capture correlations among features.
However, it is apparent that CTGAN encounters challenges in
accurately capturing certain numerical correlations. In order
to quantify the error of these matrices with respect to the real
one, the mean absolute error (MAE) has been calculated. Table



IV represents the MAE, for each of the models with respect
to the correlation matrix of the real data. It shows that the
model with the highest correlation error is CTGAN, followed
by CopulaGAN.

TABLE IV. CORRELATION MAE FOR EACH MODEL.
CTGAN | CopulaGAN | GaussCopula | TVAE
0.1815 | 0.1420 | 0.1114 | 0.1179

Real Data

Gaussian COPLILA

COPLLAGAN

Fig. 7. Comparison of correlation matrices of numerical features.

V. CONCLUSION

This work addresses the imbalanced data issue in a multi-
class networking dataset. The proposed solution involves lever-
aging and comparing generative models to oversample the
minority classes. The empirical results presented focus on the
performance of four generative models: CTGAN, CopulaGAN,
GaussianCopula and TVAE. A key highlight is the develop-
ment of a comprehensive tuning pipeline tailored for training
and sampling each model. This pipeline aims to optimise the
generative models, ensuring their effectiveness in addressing
the imbalanced data problem. The comparative results involve
two parts, the first one in terms of time execution, with
CTGAN being the fastest model versus TVAE the slowest.
The second part, in terms of data evaluation, provides a
comprehensive analysis of model performance. Notably, the
findings reveal that CopulaGAN stands out as the best model
for generating synthetic data, obtaining a total score of 0.888. It
is however true that CTGAN also achieves very satisfactory re-
sults and is substantially faster than CopulaGAN (2 minutes vs.
32). Thus, it is concluded that GAN-based models performed
best in handling our imbalanced tabular dataset. Finally, it is
worth noting that the proposed data generation framework will
provide different results depending on the input dataset used.
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